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1 PERFORMANCE OF REMAPPING ALGORITHMS

We present performance of each remapping algorithm described
in §5.2. Also, we show improvement rates in QAP costs with the
heuristic for remapping all ranks described in §5.2.2.

1.1 Experimental Settings
As an experimental platform, iMac (Retina 5K, 27-inch, Late 2014)
was used. It has 4 GHz Intel Core i7 and 16 GB 1,600 MHz DDR3.
Each result below shows the average completion time in five execu-
tions.

1.2 Heuristic to Solve QAP (§5.2.2)
Fig. 1 shows performance of the heuristic to solve QAP described in
§5.2.2. The heuristic with/without graph partitioning (GP) was run
for the problem size n from 32 to 4,096. We used 256×256 as the
sizes of submatices for GP. Without GP, calculation time taken by
the heuristic is dramatically increased as the problem size increases.
On the other hand, with GP, the calculation time is increased more
slowly, and it is less than 3 minutes for n = 4096.
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Figure 1: Performance of the heuristic with/without graph partitoning
(GP).

Table 1 shows improvements in QAP costs (Equation 3 in §5.2.1)
with mappings suggested by our heuristic. The communications
used here were obtained by running MiniMD and MiniAMR with
various numbers of nodes and cores/node on BG/Q. These commu-
nication data are available online1. Each result shows the average
improvement rate in five executions. We used GP when a number
of nodes was greater than 512. As described in §5.2.2, the main
difference from the existing method [74] is that we use the adja-
cency matrix A to partition the distance matrix D instead of the
distance matrix D itself. To show effectiveness of our method, we
also list the improvement rates in the table when D is used for the
partition. At first, we can see that our heuristic achieve more than
10% improvement in many cases. Additionally, we can find that our
method, using A for partitioning D, have huge improvement in the
results (e.g., 14.93% against 0% for MiniMD with 2,048 nodes and
4 cores/node, 34.96% against 0% for MiniAMR with 4,096 nodes
and 1 core/node, etc.).

Table 1: Improvements in QAP costs with suggested mappings from
the heuristic. The fourth column shows the results with our method
using the adjacency matrix A to partition the distance matrix D instead
of the distance matrix D itself. The fifth column shows the results
using D for partitioning D, which is used in the exiting method [74].

application
# of

nodes
# of

cores/node
% improvement
using A for GP

% improvement
using D for GP

MiniMD 32 1 2.67%
MiniMD 32 4 4.62%
MiniMD 32 16 13.11%
MiniMD 64 1 0.18%
MiniMD 64 4 9.00%
MiniMD 64 16 32.74%
MiniMD 128 1 0.00%
MiniMD 128 4 3.29%
MiniMD 128 16 28.46%
MiniMD 256 1 0.00%
MiniMD 256 4 10.14%
MiniMD 256 16 23.08%
MiniMD 512 1 0.00%
MiniMD 512 4 17.17%
MiniMD 512 16 0.00%
MiniMD 1,024 1 0.00% 0.00%
MiniMD 1,024 4 14.93% 0.00%
MiniMD 1,024 16 0.00% 0.00%
MiniMD 2,048 1 72.06% 53.34%
MiniMD 2,048 4 14.94% 0.00%
MiniMD 2,048 16 0.00% 0.00%
MiniMD 4,096 4 57.04% 17.54%
MiniMD 8,192 1 0.00% 0.00%
MiniMD 8,192 4 85.88% 68.70%
MiniAMR 32 1 0.00%
MiniAMR 32 4 3.46%
MiniAMR 64 1 3.27%
MiniAMR 64 4 10.05%
MiniAMR 128 1 17.11%
MiniAMR 128 4 13.21%
MiniAMR 256 1 13.84%
MiniAMR 256 4 6.86%
MiniAMR 512 1 12.25%
MiniAMR 512 4 10.74%
MiniAMR 1,024 1 23.31% 0.00%
MiniAMR 1,024 2 22.29% 0.00%
MiniAMR 2,048 1 38.64% 0.00%
MiniAMR 2,048 2 37.59% 0.39%
MiniAMR 4,096 1 34.96% 0.00%

.
1. https://github.com/takanori-fujiwara/par-comm-data

https://github.com/takanori-fujiwara/par-comm-data


1.3 Optimal and Randomized Algorithms for Selected
Routes (§5.2.3)

Fig. 2 and 3 show performance of the optimal and randomized algo-
rithms for selected routes described in §5.2.3. We ran the algorithms
with the total number of the compute nodes n from 32 to 128 and the
number of selected nodes m from 1 to 8. We generated 1,000 permu-
tations for the randomized algorithm. While the calculation time of
the optimal algorithm has a combinatorial increase, the randomized
algorithm has a linear increase.
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Figure 2: Performance of the optimal algorithm for selected routes.
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Figure 3: Performance of the randomized algorithm for selected
routes.



2 READABILITY COMPARISON OF DIFFERENT SIZES OF VI-
SUALIZED GRAPHS

We present visualized results of different sizes of graphs, and then
discuss a reasonable graph size to be shown in the communication
view and the detailed route view without the scalable visualization
methods described in §6.

2.1 Communication View

We discuss the expected maximum graph size that can be clearly
displayed communications in the communication view. Fig. 4 shows
the communications in MiniAMR with 32–256 BG/Q nodes, which
generated in §7.2. We visualized these communications without any
filtering or the node aggregation (Fig. 4(a)–(d)). We can see some
communication patterns (e.g., clusters of communications, pairs of
nodes connected with heavy load, etc.) in each figure. However, as
we can see in Fig. 4(d), when the number of nodes becomes a few
hundreds, a visualized result starts suffering from clutter. Therefore,
to see the overview of communications clearly, we consider that
the graph size without any filtering or aggregation should be less

than or equal to a few hundreds of nodes. Fig. 4(e) and (f) show the
aggregate graphs for the same communications in Fig. 4(c) and (d).
These figures convey summarized information without clutter.

2.2 Detailed Route View
We discuss readability of a selected route and link information in the
detailed route view. Fig. 5(a)–(d) show the longest routes selected
from corresponding graphs in Fig. 4. We visualized these routes
without zooming or the scalable methods (described in §6.2). Since
the line widths of routes and links are decided based on the num-
ber of matrix cells, it becomes more difficult to see the values of
attributes of routes and links as the graph size increases. As an ex-
ample, full HD displays have 1920×1080 resolutions, and thus we
can use about 30, 15, 8, and 4 pixels as the line widths for the graphs
of 32, 64, 128, and 256 nodes. Therefore, when we want to see the
attributes of routes and links together, the scalable methods (reso-
lution reduction, magnifying lens, and folding unrelated regions)
are necessary when the number of nodes is larger than around 128.
Fig. 5(e) and (f) show visualized results with resolution reduction
(and magnifying lens for (f)).

(a) 32 nodes and 314 communications (b) 64 nodes and 948 communications (c) 128 nodes and 2,222 communications

(d) 256 nodes and 5,238 communications (e) the aggregate graph of (c) (f) the aggregate graph of (d)

Figure 4: Visualized communications in the communication view with different graph sizes.



(a) 32 nodes (b) 64 nodes

(c) 128 nodes (d) 256 nodes

(e) with resolution reduction for (c) (f) with resolution reduction and magnifying lens for (d)

Figure 5: Visualizations in the detailed route view with different graph sizes.
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