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A BSTRACT
Visualization helps users infer structures and relationships in the
data by encoding information as visual features that can be processed by the human visual-perceptual system. However, users
would typically need to expend significant effort to scan and analyze a large number of views before they can begin to recognize
relationships in a visualization. We propose a technique to partially automate the process of analyzing visualizations. By deriving
and analyzing image-space features from visualizations, we can detect perceptually-separable patterns in the information space. We
summarize these patterns with a tree-based meta-visualization and
present it to the user to aid exploration. We illustrate this technique
with an example scenario involving the analysis of census data.
1

I NTRODUCTION

a2

...

an

b1

b2

...

bn

z1

z2

...

zn

(1)
visual
mapping

(2)
derive
features

image-space
feature vectors

...

kreda@anl.gov

visual
representations

data
a1

...

∗ e-mail:

2 T ECHNIQUE
Our technique is aimed at multi-dimensional information spaces
where each data point is associated with multiple attributes. Attributes may represent one piece of information (e.g., number of
people who live in a county), or may refer to compound measurements (e.g. distribution of various age groups within a population).
Our goal is to detect clusters of data points that exhibit perceptuallyseparable visual signatures when seen within a visualization, so that
they can be summarized and presented to the user. We characterize
the relationships between these clusters by visualizing them in a binary tree. Importantly, we aim not only to detect outlying clusters,
but also to depict how these clusters are visually related, at multiple
scales. There are four main steps to this process (see Fig 1):

...

Visual perception is centered on the ability to process signal contained in the visible light and make inferences about the surrounding environment. Visualization leverages this capacity by encoding
data as visual features such that it can be processed by the visualperceptual system, allowing the viewer to deduce useful information. This often hinges on the ability to design appropriate visual
encodings that can efficiently preserve structures in the data and
convey them accurately in the perceptual space. [2]. A particularly
useful strategy is the use of overview displays to quickly highlight
salient structures in the data [3]. Yet, it is often infeasible to show
a single overview display to convey all the potentially interesting
relationships in a large information space. Navigation techniques,
such as pan-and-zoom and overview+detail, can help by showing
focused projections that depict subsets of the data at a time. However, users may ultimately run out of time and cognitive bandwidth
before being able to attend to all the relevant projections, which
may cause them to miss important structures in the data.
Computers can help bridge this gap, by attempting to approximate some of the processing that is done by our visual perceptual
system. Instead of showing mere visual features, the computer can
run analysis on the visualization itself, and present to the user what
it believes to be the most salient visual patterns. This idea of analyzing the contents of visualizations in the image-space is not entirely
new [5]. For example, Scagnostics are descriptors intended to characterize distribution of scatterplots in the image-space in the hope
of finding interesting views from a large set of 2D projection in
high-dimensional datasets [6]. Once discovered, such distribution
can be presented to the user for investigation. ScagExplorer instantiates this into an interactive tool for exploring clusters of scatterplots based on their signatures [1]. Scagnostics, however, are primarily intended for finding “unusual scatterplots” (i.e., outliers), as
opposed to characterizing relationships in a generic way.
Inspired by the way visual perception works and techniques in
frequency-based image analysis, we present a methodology for
semi-automated analysis of visual features in visualizations to aid

users in exploratory visual analysis. The technique makes minimal assumption about data types, but leverages the user’s intuition
on what is interesting in the data. The user starts by specifying
visual mappings (i.e. visualizations) he/she is interested in. The
computer then traverses the data, characterizing how the visualization ‘changes’ as one navigates the data. Traditionally, this task
falls within the roles of the user who interacts, perceives, and analyzes emerging patterns in the visualization. However, we believe
this part can be partially automated, with the computer presenting a
summary meta-visualization illustrating perceptually-separable regions in the information space that exhibit distinct visual signatures.

meta-visualization

(3,4)
clustering &
visualization

Figure 1: The workflow of our proposed technique.

1. The user starts by specifying a visual mapping to visualize
attributes of the individual data points. This mapping represents the user’s intuition on what attributes are interesting in
the data, and may include multiple representations. For instance, when exploring demographic information at the level
of administrative regions, one may choose to map the age distribution of the population in the region to a histogram, the
percentage of various demographic groups to a bar chart, and
the change in population over time to a line chart.
2. Deriving image-space visual features and encoding them in
feature vectors. The components of the vector would depend
on the chosen visual representation in step 1. For example, for
a histogram, the feature vector would correspond the value of
the individual bins. Each data point or entity in the original
dataset would be represented by one feature vector.
3. Clustering of the image-space features to detect data points
that exhibit similar visual signatures. We chose hierarchical
clustering to capture visual similarities at multiple scales [4].

4. Meta-visualization of the clustering results as a binary tree
to illustrate the various visual patterns encountered by the
computer during clustering. In the above example, this visualization would reveal regions that exhibit visual similarity in
age distribution and the trend in population growth over time.
Our technique shares some similarities with visualization techniques that utilize clustering (or other machine learning methods)
as a pre-processing step. However, there are important differences:
we perform clustering on the visualizations; our feature vectors represent image-space features encoded from user-specified visualizations, rather than from the raw data. The allows us to reverse-map
clusters to visualizations, which makes their interpretation far easier. Secondly, to mimic the way our visual-perceptual system sees
patterns, we employ a distance metric that takes into account the
shape-characteristics of the feature. Specifically, we transform the
feature vector into the frequency domain (using Discrete Fourier
Transform) and prioritize low over high frequency components during distance calculation. This allows us to detect data points that
exhibit similar contours and shapes, properties that may not be preserved in traditional metrics such as Euclidean distance.
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Figure 2: A tool for exploring demographic patterns in the US census.

3 E XAMPLE SCENARIO
To illustrate our technique, we built a tool to explore visual patterns in the 2010 US census dataset (see Fig 2). We present a short
scenario on exploring county-level patterns based on two visual features: a bar chart illustrating the percentage of the five main demographic groups in the US (Caucasians, African Americans, Asians,
Hispanics, Naive Americans) and a histogram illustrating age distribution of people within a county (binned to 23 bins). The visual features are normalized within each county to allow for comparison between the 3,100 counties in the US. The main view [Fig 2a] shows
a binary tree depicting results of hierarchical clustering based on
the two visual features. The nodes illustrate the ‘average’ shape of
the visual features (corresponding to the cluster’s centroid) exhibited by members of that cluster. To better emphasize the shape of
the distribution in a compact space, we render the histogram as a
line chart in lieu of the usual bars. In addition to the tree, a matrix
illustrates the differences between clusters (red implies higher similarity) [b]. Clusters can be highlighted and brought into a widget for
closer inspection and comparison [c]. Intra-cluster measures such
as variance are shown in a separate panel for the selected cluster [d]
along with a list of cluster membership (i.e., counties in our example) [e]. Brushing and highlighting the clusters reveals the location
of their member counties in a map [f].

Findings: The top-level cluster corresponds to the entirety of
the US with all its counties. Expanding this clusters reveals two
large children; the left cluster corresponds to counties that have significant minorities, whereas the right cluster comprises majorityCaucasian counties. Interestingly, the latter cluster also exhibit a
slightly different age distribution, with a smaller number of young
adults (ages 22-34) compared to the national average (the top-level
clusters). We continue to expand the tree and highlight a number of
clusters that begin to exhibit some interesting visual patterns. In the
left part of the tree, the red cluster corresponds to southern counties
with predominantly African American majorities. The turquoise
cluster, on the other hand, represents south-western counties near
the US-Mexican border with a significant percentage of people who
identify as Hispanics (though slightly fewer than those who identify
as Caucasian). Similarly, we detect a separate, orange cluster corresponding to mostly south-eastern counties that have a significant
African American minority. We also highlight a purple cluster corresponding to Indian reservations in the US mainland (with a Native
American majority) as well as the parts of the Alaskan tundra. In
the middle of the tree, we find clusters that correspond to counties
with a significant number of Asians. In particular, the blue cluster encompasses the state of Hawaii. Expanding this blue cluster
reveals two subcomponents; the right cluster is a singleton representing Honolulu county (encompassing the entire island of Oahu)
with a slightly higher percentage of young adults and Asians compared to the rest of the Hawaiian islands (the left cluster), which
appear to have more middle-aged residents. This may indicate the
availability of more jobs in Oahu relative to the other island. It may
also reflect a higher percentage of retirees from the mainland who
tend to be of Caucasian-descent.
4 C ONCLUSIONS AND FUTURE WORK
We put forth the idea of clustering image-space features in visualizations to reveal perceptually-separable regions within the information. Meta-visualization of these clusters provides users with a
summary of visual signatures exhibited by the data, aiding in the
discovery of complex relationships. The short exploratory scenario
above gives a sense of how this technique might be used. However, there are several research questions that need to be addressed,
of which we highlight two: We applied this technique to simple
visualizations (histograms and bar charts), but how do we extract
meaningful, representative visual features from more complex visualizations (e.g., parallel coordinates, graphs, scatterplots)? Secondly, the use of frequency-domain analysis appears to help in detecting features that exhibit shape and contour similarity, but are
there perceptually-grounded metrics that can better approximate the
way our visual system processes visualizations?
R EFERENCES
[1] T. N. Dang and L. Wilkinson. Scagexplorer: Exploring scatterplots by
their scagnostics. In Pacific Visualization Symposium (PacificVis), 2014
IEEE, pages 73–80. IEEE, 2014.
[2] C. Demiralp, C. E. Scheidegger, G. L. Kindlmann, D. H. Laidlaw, and
J. Heer. Visual embedding: A model for visualization. Computer
Graphics and Applications, IEEE, 34(1):10–15, 2014.
[3] K. Hornbæk and M. Hertzum. The notion of overview in information visualization. International Journal of Human-Computer Studies,
69(7):509–525, 2011.
[4] O. Maimon and L. Rokach. Data mining and knowledge discovery
handbook, volume 2. Springer, 2005.
[5] J. Schneidewind, M. Sips, D. Keim, et al. Pixnostics: Towards measuring the value of visualization. In Visual Analytics Science And Technology, 2006 IEEE Symposium On, pages 199–206. IEEE, 2006.
[6] L. Wilkinson, A. Anand, and R. Grossman. High-dimensional visual
analytics: Interactive exploration guided by pairwise views of point
distributions. Visualization and Computer Graphics, IEEE Transactions on, 12(6):1363–1372, 2006.

